RDF Playground: An Online Tool for Learning about the Semantic Web

Bastián Inostroza  
DCC, Universidad de Chile  
Santiago, Chile

Raúl Cid  
DCC, Universidad de Chile  
Santiago, Chile

Aidan Hogan  
IMFD; DCC, Universidad de Chile  
Santiago, Chile

ABSTRACT

We present RDF Playground: a web-based tool to assist those who wish to learn or teach about the Semantic Web. The tool integrates functionalities relating to the key features of RDF, allowing users to specify an RDF graph in Turtle syntax, visualise it as an interactive graph, query it using SPARQL, reason over it using OWL 2 RL, and to validate it using SHACL or ShEx. The tool further provides the ability to import and explore data from the Web through a graph-based Linked Data browser. We discuss the design and functionality of the tool, its implementation, and the results of a usability study considering students from a Web of Data course that used it for lab assignments. We conclude with a discussion of these results, as well as future directions that we envisage for improving the tool.

CCS CONCEPTS

• Information systems → Semantic web description languages;
• Applied computing → Interactive learning environments.

KEYWORDS

Semantic Web, education, RDF, RDFS, OWL, SPARQL, SHACL, ShEx

ACM Reference Format:

1 INTRODUCTION

It can be intimidating for newcomers to learn about the Semantic Web [13]. The standards themselves – RDF [7], RDFS [4], OWL [11], SPARQL [9], SHACL [16], etc. – focus on definitions. While there are primers and textbooks available [1, 10, 12, 14, 17], it can be difficult to find systems where one can try these standards out. Although there are individual online and offline systems that implement or demonstrate specific standards, there are few systems that support various standards in an integrated way [8].

In this paper, we present RDF Playground: an online system for teaching and learning about the Semantic Web in a hands-on manner. The goal of the system is to provide an integrated interface that allows users to run small-scale illustrative examples of key Semantic Web standards. The system is designed to make an RDF graph the central element of the interface. The user can then select from a number of tabs where they can apply RDFS or OWL 2 RL reasoning, run SPARQL queries, and/or apply SHACL/ShEx validation over the RDF graph. The user can further use a graph-based Linked Data browser in order to import RDF data from the Web.

In Section 2, we first discuss and compare related systems with RDF Playground. Section 3 describes the design, layout and functionality of the user interface. Section 4 discusses the implementation of the back-end, including the reasoning, querying and validation engines. Section 5 presents the results of a usability evaluation conducted within a “Web of Data” course. Section 6 concludes with a discussion of results, limitations, and future work.

2 RELATED WORK

In Table 1, we summarise the systems available online that allow for testing out small examples involving the main Semantic Web standards, and could thus be useful in the context of teaching and/or learning about the Semantic Web. We include systems that were online at the time of writing, and provide an interactive system online (i.e., do not need to be installed locally); below the table we provide links. We remark that not all such systems are designed for educational purposes, but could be used in such settings. In the Graph column we include systems that support a graph visualisation of RDF graphs. The LD column refers to systems that allow for exploring Linked Data through dereferencing.

We categorise the systems as follows. Graph visualisations (EasyRDF, LodLive, LODmilla, and WebVOWL) enable viewing RDF data and/or OWL ontologies via a graph-based visualisation. Linked Data browsers (LodLive, LODmilla, Lodview, and Q&D RDF Browser) allow users to browse Linked Data through either an entity-centric or graph-centric interface. Query interfaces (SPARQLer, SPARQL Playground, and YASGUI) focus on offering users the ability to query the dataset of their choice via SPARQL. Ontology editors (WebProtege and WebVOWL) allow for browsing, visualising and editing RDFS/OWL ontologies. Reasoning interfaces (OWL RL reasoner and WebProtege) provide reasoning services over RDFS/OWL ontologies and datasets. Validation interfaces (SHACL playground) allow for testing SHACL/ShEx validation. SW playgrounds (RDFShape and RDF Playground) support a range of the aforementioned features and standards.

The goal of RDF Playground is then to enable users to try small-scale interactive examples for the key Semantic Web standards in a single online system. Per Table 1, the closest system to the one we propose is RDFShape [8], which supports a similar set of features, and which served as inspiration for RDF Playground. However, there are a number of key differences. Primarily, RDFShape provides distinct interfaces for RDF data, for generating a graph, for
Table 1: Online systems annotated with the Semantic Web standards and features they support

<table>
<thead>
<tr>
<th>System</th>
<th>Graph</th>
<th>OWL</th>
<th>SPARQL</th>
<th>SPARQL</th>
<th>SHACL</th>
<th>RDF</th>
<th>Data browser</th>
<th>Querying/Reasoning/Validation</th>
</tr>
</thead>
<tbody>
<tr>
<td>EasyRDFb</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>LodLive [6]c</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>LODmilla [18]d</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>LodViewf</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>OWL RL reasonerf</td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Q&amp;D RDF Browserf</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>RDF Explorer [21]f</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>RDFShape [8]g</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>SHACL Playgroundh</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>SPARQLei</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>SPARQL Playground [3]j</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>WebProtégé [15, 20]k</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
<td></td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>WebVOWL [23]m</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>YASGUI [19]n</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
</tr>
<tr>
<td>RDF Playgroundo</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

- a) http://www.easyrdf.org/
- b) http://lode.w3.org/
- c) http://lodmilla.stachowicz.lodmilla/
- d) https://lodeview.it/
- e) http://www.ldf.fi/service/owl-rl-reasoner
- f) http://graphite.ecs.soton.ac.uk/browser/
- g) http://www.rdfexplorer.org/
- h) http://rdfshape.weso.es/
- i) https://shacl.org/playground/
- j) http://sparql.org
- k) http://sparql-playground.cl/ow2.org/
- l) http://webprotege.stanford.edu/
- m) http://services.virginia.edu/ldf/
- n) http://yasgui.tulane.edu/
- o) http://rdfplayground.dcc.uchile.cl/

Figure 1: The RDFPlayground User Interface with RDF data in Turtle syntax (left) and a SPARQL query (right)

3 USER INTERFACE

The user interface of RDF playground is implemented with Vue and VisJS, and is based on three main panes with the following layout:

The top two side-by-side panes are used for input. The top-left pane refers to the input data: the RDF graph. The top-right pane refers to the input query, ontology or shape definition that applies over it, easily copy and paste elements between both panes, etc. Once a query, reasoning or validation process is executed, the user can scroll down to see the results. In Figure 1, we provide a screenshot of the RDF Playground user interface showing the top two panes. On the left we see an RDF graph in Turtle syntax, while on the right we see a SPARQL query that we can evaluate against this RDF graph. At the top of the panes, we can see the icons to switch between the different features. In case the screen being used is not wide enough to fit both panes side-by-side (e.g., the user is on a smartphone), the interface refloows in order to put the three panes in one full-width column, with data/graph on top, query/ontology/validation in the middle, and results at the bottom.

A key design goal of RDF Playground is to make graphs a central element of the interface, thus emphasising to newcomers the graphical nature of the RDF data model. Viewing the graph can also reveal errors that commonly occur when students edit Turtle by hand; for example, while the difference between the IRIs dbr:Dwarf_Star and dbr:Dwarf Star can be difficult to spot in a text-based serialisation, the graph visualisation will show two noticeably distinct nodes. Visualisations are not only applicable for the input RDF graph, but also, where applicable, for output RDF graphs. For example, in case the user runs a CONSTRUCT or DESCRIBE SPARQL query, or executes reasoning with respect to RDFS or OWL definitions, the result can be viewed in Turtle or graphical format. In Figure 2, we provide an example of how an input RDF graph and an output RDF graph – resulting from reasoning – can be visualised. The visualisation is fully interactive, where users can zoom in, zoom out, pan, highlight nodes and their edges by clicking on them, reveal more details (e.g., datatypes of literals) by hovering over them, move nodes by clicking and dragging, etc. Different types of RDF terms are distinguished with different colours, and prefixes are used to provide more concise node names. In the case of the output graph, we further highlight novel materialised edges and nodes with a distinctive colour, indicating which edges are part of the input, and which are generated through inference by the reasoner.

The final key feature is a Linked Data browser. The top-left pane includes a BROWSE option and associated icon. This interaction requests a Linked Data IRI, which is dereferenced. The RDF content is retrieved from the indicated location, parsed, and visualised as a graph. However, initial experiences with this interface created some complications, where certain Linked Datasets – particularly Wikidata [22] – provide very cluttered RDF graphs with tens or hundreds of thousands of triples upon dereferencing, often making the visualisation unresponsive. We thus shifted towards interactive...
browsing, similar to LodLive [6]. Browsing begins from the principal resource described by the dereferenced document, defined to be the most common subject term in the dereferenced RDF graph. We provide a left-hand pane that introduces two key facets: documents and properties. Expanding a document, the user can select properties in order to only display triples/edges with the corresponding predicates. The user can double click on any IRI node and request to dereference it. If the node is a valid Linked Data IRI – i.e., if it successfully dereferences to an RDF document – the document is added to the facets. We provide a screenshot of the Linked Data browser in Figure 3 with a graph formed from two Geonames documents. The left-hand pane contains the facets that select what to show. Data from this graph can be imported back into the local querying, reasoning and validation features of RDF Playground.

4 BACK-END

We implemented a back-end in Kotlin that coordinates tasks with Jena1 (for handling RDF parsing, SPARQL querying, SHACL validation and Linked Data dereferencing), the OWL RL reasoner2 (for handling RDFS and OWL reasoning), and ShExJava3 (for ShEx validation). The back-end, Jena and ShExJava operate in the JVM, while coordination with the Python-based OWL RL reasoner is via the command line. The back-end further implements methods to convert from RDF graphs to the .dot graph format needed for visualisation in the front-end. A RESTful API is implemented using Spring Boot that the front-end can invoke.

5 EVALUATION

We conducted a preliminary usability study with students of the postgraduate Web of Data course in the Department of Computer Science, University of Chile, whose requirements inspired the creation of RDF Playground. Students were given various lab assignments to complete using RDF Playground, spanning several weeks. A summary of the weekly labs involved was as follows:

- Given a paragraph from Wikipedia (in natural language), create an RDF graph to represent as accurately as possible the claims expressed in the paragraph [1 lab].
- Given an input RDF graph, provide axioms in RDFS [1 lab] and OWL [2 labs] to derive specified entailments.
- Given an input RDF graph, provide SPARQL queries to return specified answers [2 labs].
- Given an input RDF graph, provide SHACL constraints in order to detect specified errors in the graph [1 lab].
- Create a FOAF profile in RDF, publish it on the Web linking to classmates, and use the Linked Data browser to map out the decentralised social network formed by the class [1 lab].

Each of the five items listed here corresponds to a different feature of RDF Playground: RDF, RDFS/OWL, SPARQL, SHACL and Linked Data browsing. We asked students to (voluntarily) respond to two Standard Usability Survey (SUS) questionnaires [5]: one after the lab corresponding to the graph generation, and the second after the labs corresponding to RDFS/OWL reasoning labs. We received 11 responses for the first questionnaire, and 10 responses for the second questionnaire. Students taking the course had no prior familiarity with the Semantic Web, and varied from third year undergraduates with intermediate programming skills (from engineering disciplines other than Computer Science) to doctoral students of Computer Science. We show the mean and standard deviation results in Table 2; scores vary from 1 to 5. By convention, an overall SUS score greater than 68 is considered a better-than-average score. In the first questionnaire, the results are close to this score, reaching 67.5. In the second questionnaire, the results drop, which we attribute to the more technical nature of the reasoning lab. In terms of aspects to improve, students noted some minor issues

---

1https://jena.apache.org/
2https://github.com/RDFLib/OWL-RL
3http://shexjava.lille.inria.fr/
Table 2: SUS evaluation results for two questionnaires (m = mean; s = std. deviation)

<table>
<thead>
<tr>
<th>Claim to evaluate</th>
<th>Q1</th>
<th>Q2</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>m</td>
<td>s</td>
</tr>
<tr>
<td>I think that I would like to use this system frequently.</td>
<td>4.0</td>
<td>0.78</td>
</tr>
<tr>
<td>I found the system unnecessarily complex</td>
<td>1.6</td>
<td>0.50</td>
</tr>
<tr>
<td>I thought the system was easy to use.</td>
<td>4.6</td>
<td>0.52</td>
</tr>
<tr>
<td>I thought that I would need the support of a technical person to be able to use this system.</td>
<td>2.2</td>
<td>0.60</td>
</tr>
<tr>
<td>I found the various functions in this system were well integrated.</td>
<td>3.9</td>
<td>0.83</td>
</tr>
<tr>
<td>I thought there was too much inconsistency in this system.</td>
<td>1.6</td>
<td>0.67</td>
</tr>
<tr>
<td>I would imagine that most people would learn to use this system very quickly.</td>
<td>4.2</td>
<td>0.90</td>
</tr>
<tr>
<td>I found the system very cumbersome to use.</td>
<td>1.7</td>
<td>0.65</td>
</tr>
<tr>
<td>I felt very confident using the system.</td>
<td>4.1</td>
<td>0.54</td>
</tr>
<tr>
<td>I needed to learn a lot of things before I could get going with this system.</td>
<td>1.5</td>
<td>0.52</td>
</tr>
<tr>
<td>SUS Points</td>
<td>67.5</td>
<td>7.24</td>
</tr>
</tbody>
</table>

that we later resolved, such as visual bugs. However, they also noted some more general issues, such as a lack of syntax highlighting, large graphs being cluttered, etc.

6 CONCLUSIONS

We have presented RDF Playground: an online teaching tool that combines a number of Semantic Web standards and functionalities into a unified user interface. We have been successfully using this tool for laboratories within a Web of Data course. We likewise think the tool will be of use to others who wish to teach or learn about the Semantic Web. In terms of future improvements, we would like to create a Docker version of RDF Playground so that it can be more easily deployed within universities that need it. We would also like to add some “quality of life” improvements, such as adding syntax highlighting, automatic detection of the SPARQL query type, support for syntaxes other than Turtle, integration with more advanced editors for RDF and SPARQL, richer examples, a preview of the SPARQL algebra, etc. We would also like to support OWL 2 DL reasoning with the OWL API. With such improvements, it would also be of interest to conduct further usability studies, perhaps in other courses, following rubrics for e-learning tools [2].


ACKNOWLEDGMENTS

This work was supported by Fondecyt Grant No. 1221926 and ANID – Millennium Science Initiative Program – Code ICN17_002. We thank the students who answered our questionnaire anonymously.

REFERENCES


Received 3 February 2023